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Abstract— The simulation of distributed applications on
virtual integration platforms has the benefit of shortening
the time-to-market by reducing the required number of
physical prototype setups. This paper presents a simulation
framework for a novel type of platforms for large distributed real-time systems, namely integrated architectures
based on time-triggered control (e. g., DECOS architecture).
The simulation framework captures the specific temporal
properties of the execution platform in an integrated architecture, where the communication resources (e. g., network
bandwidth) and the computational resources (e. g., CPU
time of node computers) are shared between multiple application subsystems. The simulation framework combines
a simulation of the communication system, a simulation
of the operating system, an environmental simulation, and
application code created from M ATLAB/Simulink models
of the application behavior. We show an implementation
of the introduced framework for the DECOS architecture
and describe an example based on an automotive headlamp
system.
Keywords— integrated architectures, simulation, validation, virtual integration, real-time systems, model-based
development

I. I NTRODUCTION
In recent years, the application of simulation methods
in the domain of real-time systems has become more
and more important. On the one hand this is due to the
steadily increasing complexity of embedded software and
constantly decreasing development cycle periods within
the embedded domain (e. g., automotive, aerospace, railways, space, industrial) which results in high cost preassure of the participating actors and which requires new
development approaches. On the other hand the enormous
advances in the field of information technologies and the
resulting accessibility of adequate computing resources to
practically every engineer makes it economically feasible
to apply simulation methods, even in domains that have
not been using simulation techniques in the past, like
e. g., in the industrial control domain or in the automotive
domain. For instance, after emphasizing on simulation
early in the development process, Toyota expected to
identify 80% of all problems on a new design before the
first physical prototype stage [1].
There are several reasons for using simulation techniques in the development process of (embedded) realtime systems [2]: Testing of early system prototypes is
possible in an artificial (possibly hazardous) environment
that is set-up according to a defined test scenario. Once
a simulation is set-up, a large number of simulation runs

can be performed without any significant cost implication.
Furthermore, the environment of the System-Under-Test
(SUT) may not be available, either because it has not yet
been built, or because it is located at a different physical
site.
In the automotive domain, the benefits of simulation
techniques have resulted in the notion of virtual integration platforms. In [3], it is proposed that the integration
should take place on a virtual platform that consists of
models of the hardware and software components that
constitute the building blocks of the overall model of the
distributed function and architecture.
This paper exploits the concept of virtual integration
platforms for the validation activities in integrated architectures. We use a virtual integration platform to simulate
distributed applications prior to their deployment on the
final target platform. Integrated architectures, such as
AUTOSAR [4] or DECOS [5], permit the coexistence of
multiple application subsystems (e. g., comfort, multimedia, powertrain subsystems in car) on a shared distributed
computer system. By sharing both the computational resources of the node computers (e. g., CPU time, memory)
and the communication resources of the network, the
overall number of node computers and networks can be
significantly reduced. For this reason, integrated architectures are seen as seminal to overcome the high hardware
cost, weight, and wiring induced by present day federated
architectures (e. g., in the automotive domain [6], [7]).
In the DECOS architecture, virtual networks have been
introduced in previous work as a solution to share a single
physical network for multiple application subsystems [8].
Likewise, partitioning operating systems have been introduced for the sharing of the computational resources [9],
[10]. Both virtual networks and partitioning operating
systems employ time-triggered schedules for mediating
access to the shared resources. Time-triggered control permits a clean encapsulation of application subsystems and
facilitates the correctness-by-construction of componentbased systems [11]. Also, time-triggered control is suited
for the implementation of safety-critical applications [12].
When implementing real-time applications (e. g., control loops, alarm monitoring) using virtual networks and
partitioning operating systems, developers are interested
in the temporal behavior of the application subsystems.
The sharing of a single distributed computer system
based on time-triggered communication schedules has an
impact on the completion times of communication and

computational activities, e. g., due to the sampling delays
that occur for events that are not synchronized to the timetriggered schedule.
In order to analyse the behavior of application subsystems when implemented on an integrated architecture,
we provide a comprehensive simulation framework in
this paper. The simulation framework combines (1) a
simulation of virtual networks, (2) a simulation of timetriggered partitioning operating systems, (3) an environmental simulation, and (4) application code created from
models of application functionality.
Using this simulation framework, developers can determine whether application subsystems operate correctly
in the integrated architecture. In particular, developers
can assess the effects of the temporal behavior of virtual
network and time-triggered partitioning operating systems
on the application behavior. This ability is of particular
importance for reusing legacy applications, which have
been developed for federated architectures.
The major contributions of this paper are:
• Framework for virtual integration in an integrated architecture. The presented framework enables developers to simulate the behavior of application subsystems that share computational and
communication resources with other application subsystems based on time-triggered schedules.
• Combination of virtual integration with environmental simulation. In the absence of the physical
environment, support for environmental simulation is
essential for testing real-time applications by means
of simulation.
• Tool-support for virtual integration on the DECOS execution platform. In the scope of this work,
we have developed a tool chain that starts with M ATLAB /Simulink models of the application behavior,
the environment, and the DECOS execution platform. These models are automatically transformed
into input for simulation tools.
The remainder of the paper is structured as follows.
Section II presents related work regarding the simulation
of distributed real-time systems. In Section III the DECOS
integrated architecture is outlined. The system model for
the introduced virtual integration platform is the focus of
Section IV, whereas in Section V, the three relevant input
models for this platform are discussed. The simulation
approach on the virtual integration platform is explained
within Section VI. An automotive example in Section VII
demonstrates the application of the presented concepts
with a real-world system. A conclusion of the paper is
given in Section VIII.
II. R ELATED W ORK
Dependable real-time systems follow either a federated
or an integrated design approach. The traditional federated approach had been to implement each subsystem
as a self-contained unit with its own processing and
input/output systems [5]. In contrast, an integrated solution combines the complexity management advantages

of the federated approach, but also realizes the functional integration and hardware efficiency benefits of an
integrated system [13]. DECOS (Dependable Embedded
Components and Systems), a project within the Sixth
Framework Programme of the European Commission,
aims at developing the basic enabling technology for such
a move from a federated distributed architecture to an
integrated distributed architecture [14].
In the literature, several approaches can be found to
simulate a (federated) real-time system or parts of it,
i. e., to represent the system or parts of it by a model that
behaves or operates like the system [15]. To the best of
our knowledge, none of the existing methods explicitly
focuses on simulation within an integrated architecture.
Usually, simulation methods have been applied to the
development process of real-time systems in order to
test and validate the system. For instance, for testing a
distributed real-time system, the set-up of an environment
simulator is proposed in [16], that mimics the behavior
of the real-time system’s physical environment. Emulating non-existing physical entities, i. e., nodes, of a realtime system through a cluster simulation is discussed
in [17], [18]. A testing method of distributed algorithms
that includes a simulation model of the communication
subsystem is presented in [19]. A comprehensive investigation on pre-validation of system properties of a
safety-critical distributed real-time system by a simulation
environment can further be found in [20]. Moreover,
a generic MATLAB/Simulink toolbox for simulation of
distributed real-time control systems has been introduced
in [21] that explicitly includes a real-time kernel module
for task activation and a network module that can be tailored to a particular network model. In order to facilitate
synchronization among distributed simulator objects, an
approach for parallel and distributed real-time simulation,
the so-called distributed time-triggered simulation (DTS)
scheme, is given in [22]. The idea of the DTS scheme
is to trigger distributed simulator objects of a real-time
simulation simultanously by a globally available realtime clock and thus to avoid complex synchronization
mechanisms among objects of a distributed simulator.
III. DECOS I NTEGRATED A RCHITECTURE
This section describes the DECOS integrated architecture for dependable embedded real-time systems [5],
which provides a framework for integrating multiple application subsystems within a single, distributed computer
system.
A. System Structure
For the provision of application services at the controlled object interface, the real-time computer system is
logically divided into a set of nearly-independent subsystems, each providing a part of the computer system’s
overall functionality. We denote such a subsystem as a
Distributed Application Subsystem (DAS) (e. g., multimedia, braking, or lighting subsystem in a car), since the implementation of the corresponding functionality will most
likely involve multiple nodes that are interconnected by

an underlying communication system. In analogy to the
structuring of the overall system, we further decompose
each DAS into smaller units called jobs. Jobs are the basic
units of work and exchange messages via so-called virtual
networks in order to work towards a collective goal.
Physically, the real-time computer system in the DECOS architecture consists of a set of nodes that are
interconnected by a Time-Triggered Backbone Network
(TTBN). The virtual networks are implemented on top
of this TTBN as overlay networks [8]. The selection of a
time-triggered network is motivated by the requirements
with respect to predictability and fault-tolerance requirements in safety-critical applications [23].
B. Generic Architectural Services
The DECOS architecture offers to system designers
generic architectural services (e. g., virtual network service, gateway service), which provide a validated stable
baseline for the development of applications. For the
implementation of these services, the DECOS architecture
builds on top of the TTBN. Prototype implementations of
the DECOS architecture are available with different timetriggered communication protocols used for the TTBN
(e. g., TTP [24], FlexRay [25]).
1) Virtual Network Service: The virtual network service is an architectural service for establishing the virtual
networks, each of which serves as the dedicated communication infrastructure for the jobs of a DAS. A job
can send two types of messages on a virtual network,
namely state messages and event messages. These two
message types differ w.r.t. the information semantics [26,
p. 31]. While state messages contain the absolute value
of a real-time entity (e. g., speed is 10 ms−1 ), event
messages transport relative values (e. g., decrease of speed
by 2 ms−1 ).
To the jobs, the virtual network service provides ports
as the access points towards the virtual networks. For state
and event messages, two different types of ports are established by the virtual network service. A state port supports
the reception or transmission of state messages. Since
applications are often only interested in the most recent
value of a real-time entity, a state port contains a memory
element that is overwritten with newer state values whenever a message arrives at the port (i. e., update-in-place).
An event port supports the reception or transmission of
event messages. In order to reconstruct the current state
of a real-time entity from messages with event semantics,
messages are queued at an event port in order to process
every message exactly-once. The loss of a single message
with event semantics could affect state synchronization
between a sender and a receiver.
2) Virtual Gateways: The need for virtual gateways
in the DECOS architecture arises through the logical
structuring. In case the coordination of the behavior of
two DASs requires an information exchange between
them, the structuring of the system into DASs induces
so-called virtual gateways. The main purpose of introducing this new architectural element instead of directly
connecting all jobs through a single virtual network is
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encapsulation. A particular message is only redirected
from one virtual network to a second one, if the virtual
gateway has been explicitly parameterized to forward this
message. Hence, jobs perceive only those messages from
another DAS, which are required for realizing the DAS’s
application service. This strategy minimizes the mental
effort for understanding a DAS and its constituting jobs,
because the designer can abstract from all messages in
other DASs that are not explicitly imported through a
virtual gateway. In addition, the provision of a separate
encapsulated virtual network for each DAS establishes
clear error propagation boundaries.
IV. V IRTUAL I NTEGRATION P LATFORM
The virtual integration platform supports the simulation
of a distributed computer system complying to the DECOS architecture along with the environment. As depicted
in Figure 1, the simulated distributed computer system
consists of a set of simulated nodes, each hosting jobs
of one or more DASs. The simulated TTBN is as a
substitute for a physical network interconnecting these
nodes. The simulation of the environment serves the
purpose of providing to the jobs the opportunity to interact
with simulated sensors and actuators.
A. Time-Triggered Backbone Network
This part of the virtual integration platform simulates
a network with a time-triggered communication protocol
(e. g., TTP [24], FlexRay [27]). The TTBN executes
Time Division Multiple Access (TDMA) and divides time
into slots that are statically assigned to the nodes. A
particular slot is used by one node to broadcast a message,
while all other nodes receive the message. A periodically
recurring sequence of slots that enables each node to send
a message is called a communication round.
The simulated TTBN provides to the simulated nodes a
time-triggered message transport service, which performs
periodic exchanges of state messages at predefined global
points in time. At each simulated node, the interface to
the TTBN is a memory element. The memory element
contains outgoing state messages that are written by
the application in the simulated node and read by the
simulated TTBN prior to broadcasting them. In addition,
the memory element contains incoming state messages
that are read by the application in the simulated node
and updated by the simulated TTBN with state messages
received from other nodes.
In a physical TTBN, this memory element would be
provided by a communication controller at each node,

e. g., TTP controller C2 [28] or FlexRay Controller
MFR4200 [29]). This memory element, which is denoted
Communication Network Interface (CNI) in TTP and
Controller Host Interface (CHI) in FlexRay, is provided by
most time-triggered communication protocols with syntactic differences of state messages (e. g., header format)
and protocol-specific constraints (e. g., only one message
sent by a node per communication round in TTP [24],
same size for all state messages in FlexRay [27]).
B. Simulated Node
A simulated node contains partitions, each of which
is an encapsulated execution space within a node with
a priori assigned computational resources (e. g., CPU,
memory) that can host a job. Partitions are the target
of job allocation and each job is always assigned in its
entirety onto a partition, i. e., a job is never fragmented
onto multiple partitions.
A simulated node also contains the DECOS middleware for the implementation of the generic architectural
services (i. e., virtual networks, gateways). The DECOS
middleware maps the memory element provided by the
TTBN to ports that serve as the access points to the
virtual networks. In order to enable jobs of a DAS to
exchange information, the middleware layer provides to
each job one or more state ports and event ports. A
state port contains a state variable that is accessed by the
DECOS middleware at a priori specified global points in
time. The state variable is either written by the DECOS
middleware (data received from a virtual network and
destined to an input state port) or read by the DECOS
middleware (data from an output state port and destined
to a virtual network). An event port, on the other hand,
contains a message queue into which messages that are received from a virtual network are inserted by the DECOS
middleware in case of an input event port. For an output
event port, the DECOS middleware retrieves messages
from the queue and sends them via the corresponding
virtual network.
C. Environment
In order to perform integration tests that involve the
interaction between a given distributed computer system
and its environment, an environment simulation needs to
be set-up that resembles the physical surrounding of the
computer system, i. e., the controlled object(s) and the
operator. The interaction between the computer system
and the environment is established via transducers. A
transducer is a device (i. e., sensor, actuator) that converts
energy from one form to another in order to measure a
physical quantity or to transfer information [30].
Within the simulation framework, we assume that a
transducer manages a set of real-time entities of the environment (e. g., speed of a motor). Each time a simulated
node needs to interact with the environment, it accesses
a real-time entity of a simulated transducer element.

V. I NPUT M ODELS FOR S IMULATION
The virtual integration platform takes as an input three
models (cf. Figure 2): (1) a model capturing the application behavior, (2) a model that describes the distributed
execution platform, and (3) a model of the environment.
Using code generation tools, we produce for each model
a set of software modules that can be executed within
the simulation framework. The simulation framework
provides feedback to the designer concerning the behavior
of the application on a given virtual integration platform
(defined via the models of the execution platform and the
environment).
A. Application Model
The application model decomposes the overall system
(e. g., on-board electronic system of a car) into DASs
and jobs. Based on this system structure, the application
model specifies the ports, which provide the interfaces
between the jobs and the virtual networks. Each port is
a message-based interface, which is represented in the
application model via an operational specification that
denotes the syntax of exchanged messages, the timing of
the messages, and error conditions (e. g., input and output
assertions).
For specifying the behavior of the jobs, a suitable
formalism can be selected that fits to the respective application domain. For example, in the implementation of the
simulation framework in Section VI, M ATLAB/Simulink
has been used. The behavioral specification defines for
each job a corresponding data transformation. Such a
data transformation takes as an input the messages at
the input ports (i. e., from other jobs), the information
acquired from the sensors (i. e., at the interface to the
environment), and the internal state of the job. The outputs
of the transformation are messages written into output
ports (i. e., destined to other jobs), information for the
actuators (i. e., to the environment), and updates to the
internal state of the job.
B. Platform Model
The platform model describes the distributed platform,
on which the application subsystems shall be executed.
The platform model encompasses the following three
parts:
1) Partitions of Execution Environment: This part of
the platform model defines the partitions (cf. Section IVB). In the simulation framework, we assume a timetriggered operating system (e. g., [9]), which associates
each partition to a periodically recurring time slice. Consequently, a partition is characterized by the temporal
attributes of the time slice (i. e., start and period of
invocation, duration of execution), as well as by the spatial
attributes (i. e., location of the partition expressed as a
particular node and processor within the node).
2) Virtual Networks and Gateways: As part of the
platform model, the configuration of the virtual networks
and gateways is defined. The configuration of the virtual
networks provides information on the types of available virtual networks along with the control paradigm
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(i. e., time-triggered or event-triggered), and the communication topology (e. g., broadcast, point-to-point). Also,
for each virtual network the mapping to the underlying
TTBN is specified by reserving TDMA slots at the timetriggered physical network. For the virtual gateways, the
platform model defines which messages shall be redirected between virtual networks.
3) Time-Triggered Backbone Network: The third part
of the platform model captures the physical network of
the platform. In particular, the TDMA scheme of the
TTBN is laid down. In conjunction with the virtual
network configuration, this TDMA scheme determines
the temporal properties (i. e., bandwidth, latencies) of the
virtual networks.

simulation engine provides mechanisms for the information exchange between runnables. The interaction between
runnables takes place across interfaces that are realized as
shared memory regions:
• Controller network interface (CNI): The CNI links
the node runnables of the simulation framework.
• Controlled object interface (COI): The COI represents the interface between the integrated system
and its environment.
• Simulation system interface (SSI): The SSI is used
for the interaction of different transducer runnables.

C. Environment Model
The model of the environment is derived from an
analysis of the natural environment and the used sensors/actuators. In analogy to the application model, we
will use M ATLAB/Simulink for the implementation of the
simulation framework in Section VI.
VI. S IMULATION ON V IRTUAL I NTEGRATION
P LATFORM
Using automatic code generation, the three input models (i. e., for application, platform, and environment) are
transformed into code that can be executed on a Linuxbased PC in conjunction with a simulation engine. The
Real-Time Workshop processes the M ATLAB/Simulink
models for the application and the environment, thus
producing software modules for the jobs and the transducers. For the platform, we use code generation tools
that have been introduced in previous work [31], [32] for
the deployment on a physical target system.
We denote a task, which executes generated simulation
code, as a runnable. The simulation framework employs
three types of runnables: a TTBN runnable for simulating
a physical time-triggered network, node runnables for the
simulated nodes, and transducer runnables for simulating
the environment.
The purpose of the simulation engine is the establishment of a binding between the runnables (cf. Figure 3).
The simulation engine synchronizes the execution of the
runnables by enforcing a time-triggered action lattice for
the computational activities of the simulated nodes, the
communication activities of the simulated TTBN, and
the state changes in the environment. In addition, the
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Within the following sections we will outline the
fundamental properties of the simulation engine and the
runnables, including the respective interfaces.
A. Simulation Engine
The simulation engine manages the activation of
runnables at pre-defined instants. Hence, it provides a
logical simulation time that emulates a physical clock.
Based on the progression of this logical time (i. e., increment of an internal counter variable), the simulation
engine processes a deterministic, round-based schedule.
The smallest entity of this schedule is a slot. Within
each slot the simulation engine can activate either one
or several runnables.

The activation of the involved runnables is realized
with semaphores whereas a pair of semaphores is related
to each runnable. Hence, the simulation engine starts a
certain runnable by performing a V operation on the
first semaphore and waits for the runnable to finish by
performing a P operation on the second semaphore.
Runnables are statically linked with the simulation
engine. Thus, the identifier of a certain runnable, i. e., the
pair of semaphores, as well as the instants of activation
of this runnable are defined within the simulation engine.
The dynamic behavior of the runnable is given within
the particular runnable, and is therefore not part of the
simulation engine.
B. TTBN Runnable
The TTBN runnable emulates a physical TTBN that
connects the nodes of an integrated architecture. Hence,
the TTBN runnable enables the interaction of node
runnables across the CNI. Therefore, it operates on the
CNI and periodically (i. e., each time it is activated by
the simulation engine) updates the CNI according to a
statically defined Message Descriptor List (MEDL).
In order to better explain the purpose of the TTBN
runnable it should be mentioned that each node runnable
has access to a particular region of the CNI (i. e., a
particular shared memory region). Each node runnable
can read/write messages from/to this CNI region. Each
time, the TTBN runnable is activated, it copies messages
that have been written to a certain CNI regions by a node
to all other CNI regions of all other nodes.
In a real (i. e., non-simulated) integrated system, this
task would be performed by communication controllers
that would send messages from a particular node, receive
messages from all other nodes, and perform the respective
CNI read/write operations.
C. Node Runnables
As depicted in figure 3, the simulation framework
involves a set of node runnables that correspond to the
application behavior of the integrated system. Each node
runnable represents the dynamic behavior of an integrated
node. Hence, each node runnable consists of a set of jobs
that are executed according to a time-triggered schedule.
The deterministic activation of jobs by a node corresponds
to the activation of partitions by a time-triggered operating
system.
As explained in the previous subsection, the interaction
between different node runnables happens across the
CNI. Furthermore, the interaction between node runnables
and the environment is realized via the COI. The COI
is realized as a separate shared memory region. This
shared memory region consists of messages that reflect
information exchanged with transducers. For instance, the
current analog value of an infra-red distance sensor could
be stored within an integer variable distance analog as
part of the COI. The involved transducer runnables (refer
to the next subsection) are responsible to periodically
update the COI.

We propose the development of the dynamic behavior
of node runnables with M ATLAB/Simulink. After a M ATLAB /Simulink model has been realized, it is possible
to perform preliminary tests within M ATLAB/Simulink.
After that, C code of the model is automatically generated
with the Real-Time Workshop Embedded Coder and this
C code is included in the node runnable.
The simulation framework provides wrapper code that
basically performs three steps each time a node runnable
is activated by the simulation engine:
• Read input: All required input data from the CNI
and from the COI is read by the node runnable. This
input data is used to set the input variables of the
M ATLAB/Simulink model.
• Execute model: One step of the M ATLAB /Simulink
model is executed by calling the respective function
that is provided by the automatically generated code.
• Write output: The output variables of the M ATLAB /Simulink model are read and this data is written
to the according CNI and COI regions.
The integration step that links a particular node
runnable wrapper to the M ATLAB/Simulink model has to
be taken only once. If the respective M ATLAB/Simulink
model is modified (e. g., for calibration purposes), the
node runnable is automatically updated after generating
code for this updated model.
D. Transducer Runnables
The environment of the integrated system is simulated
by the use of transducer runnables. Each transducer
runnable maintains a set of real-time entities of the
environment. The interaction between the node runnables
and the transducer runnables takes place via the COI.
Interaction between different transducer runnables happens across the SSI – again a separate shared memory
region. The SSI is used to exchange messages that are
part of a distributed environment simulation but that are
not visible at the COI. For instance, a simple application
could involve two transducer runnables. We assume that
the first transducer runnable models the dynamic behavior
of an elecric motor that is turned on and off by a
node runnable. A second transducer runnable models a
sensor that captures the current speed of this electric
motor and provides the speed information to another node
runnable. For such an application, the current speed value
of the electric motor would be written to the SSI by the
first transducer runnable and would be read and further
processed by the second transducer runnable.
The structure of a transducer runnable is quite similar
to the structure of a node runnable. Hence, each time a
transducer runnable is activated it reads data from the COI
and from the SSI, it executes a transducer model, and it
writes data to the COI and to the SSI. As for the development of node runnables, we propose a model based
approach (with M ATLAB/Simulink) for the development
of the transducer runnables. The simulation framework
therefore provides wrapper code for the involvement of
automatically generated code of transducer models.

VII. C ASE S TUDY
We decided to develop an automotive control system
for an adaptive headlamp application as a case study.
Adaptive headlamps can be found in today’s upscale cars
in order to provide better illumination in curves. We
assume that two adaptive headlamps are mounted on the
front side of a car. Each adaptive headlamp turns within
a defined deflection of ± 15 degrees when the car moves
into a curve.
In our example the adaptive headlamp consists of a
light that can be switched on and off, a motor that moves
this light, and a sensor that captures the current angle
of the headlamp. The operator, i. e., the driver, switches
the light on/off by the use of a control element of the
cars instruments. The movement of the adaptive headlamp
automatically follows the movement of the front wheels.
The current angle of the front wheels is captured by a
sensor that is mounted at this wheels.
As depicted in figure 4, the adaptive headlamp application involves three different DASs. Each DAS consists
of a set of Jobs (rectangles) and transducer elements
(rounded rectangles). We assume that three DASs are
relevant for our application: a drive-by-wire DAS, a
controls and instruments DAS, and an adaptive headlamp
DAS. Message exchange between the three DASs takes
place via gateways. In figure 4 only the jobs of the
drive-by-wire DAS and the controls and instruments DAS
are outlined that are relevant for the adaptive headlamp
application.
The interaction with the environment is defined as
follows: The current wheel angle is aquired within the
drive-by-wire DAS. The position of the light switch is
captured within the controls and instruments DAS. The
interaction with the adaptive headlamp is controlled by
the adaptive headlamp DAS.
Within the adaptive headlamp DAS, the current wheel
angle (Job 1) and the light switch position (Job 2) are received, calibrated, and forwarded to the controller (Job 3).
Based on the wheel angle, the light switch position, and
the actual angle of the adaptive headlamp, the controller
deliveres a control value. The adaptive light job (Job 4)
is required for the interaction with the physical adaptive
headlamp. In figure 4, all relevant messages that are
exchanged between the jobs of the three DASs and all
messages that are exchanged between the respective DASs
and the transducer elements are outlined.
A. TTBN Runnable
The TTBN runnable has been configured to realize
message exchanges of the involved node runnables across
the CNI. A time-triggered communication schedule with
a round duration of 10 ms has been selected for assigning
TDMA slots to the interconnected nodes. The TTBN
runnable in the case study simulates a TTP network, thus
all protocol-specific constraints of TTP [24] (e. g., maximum message size of 240 bytes) are obeyed.
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B. Node Runnables
As proposed in section VI, we followed a model-based
approach for the development of the node runnables.
Thus, we started to model each job of the adaptive
headlamp control system as a M ATLAB/Simulink subsystem. Figure 5 shows the top-level view of the M ATLAB /Simulink model. Each dark grey colored block represents the dynamic behavior of one job. The jobs of the
drive-by-wire DAS and the controls and instruments DAS
have been left out for reasons of comprehensibility.
Each job is provided with a set of input values and
produces a set of output values. Both input and output
values are either stored within the CNI or within the COI
(i. e., the respective shared memory regions). Hence, we
defined for each value the corresponding variable either as
part of the CNI (if it is transmitted as a message between
different jobs) or as part of the COI (if it relates to a
real-time entity of the environment). For instance, the
variable WheelAng is part of the COI, whereas the variable
CalibWheelAng is part of the CNI.
In addition, the node runnable incorporates the DECOS middleware for the establishment of the virtual
networks and gateways. As mentioned above, the adaptive
headlamp control system involves three different DASs.
Each DAS uses its own virtual network. Furthermore, the
DECOS middleware implements two gateways, namely
a gateway from the controls/instruments DAS to the
adaptive headlamp DAS and a gateway from the driveby-wire DAS to the adaptive headlamp DAS.
C. Transducer Runnables
The adaptive headlamp application involves three transducer runnables. The WheelSensor runnable resembles the
dynamic movement of the front wheels and delivers the
current wheel angle. The LightSwitch runnable simulates
the position of the light switch that is turned on and off
by the driver via the cars instruments. The AdaptiveLight
runnable includes a model of the dynamic behavior of
the motor that moves the headlamp. Thus, it calculates
the current angle of the headlamp.
The development of the transducer runnables follows
a model based approach as well. The light gray colored

Fig. 4.
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blocks of figure 5 represent the models for the transducer
runnables.
The purpose of setting up a simulation of the adaptive
headlamp control system has been to test and fine-tune the
PI controller with varying specifications of the physical
headlamp. Hence, we set-up experiments with different
actuator parameters (e. g., response of the motor of the
headlamp given a certain control value) and with different
PI controller parameters (e. g., degree of acceptable overshooting). In the next subsection, experimental results are
discussed.
D. Simulation Output
Before starting the simulation we have to select all
variables of interest (e. g., real-time entities, or even
internal variables of the simulation model). A trace of
these variables is stored during a simulation run. After
selecting the time frame for a simulation run (which is
a configurable property of the simulation engine) we can
start the simulation.
Figure 6 shows the output of the PI controller, i. e., the
control value, for an example scenario. Thereby we
assume that the angle of the front wheels constantly
increases within one second and then decreases at the
same pace. The corresponding angle of the adaptive
headlamp shall increase/decrease within the range of ±
15 degrees in case the light is switched on. If the light is
switched off, the angle of the adaptive headlamp shall be 0
degrees (initial state). For the simulation, we assume that
the driver switches on the light 0.1 seconds after starting
to turn the wheels.
The small line in figure 6 depicts the setpoint value
(i. e., the desired angle of the adaptive headlamp) which
is zero as long as the light is turned off and which
corresponds to the actual wheel angle as soon as the light
is turned on. The thick line shows the output of the PI
controller, i. e., the control value.
In contrast to tests of the M ATLAB/Simulink model,
virtual integration within the simulation framework as
proposed in this paper includes timing issues of message
exchange between the jobs. Hence, the time interval between message send and message receive instants is modeled and the resulting effects on the control application
can be directly observed. Even for the relatively simple
adaptive headlamp application, we experienced significant

Fig. 6.
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differences between the behavior of the application when
running a simulation within M ATLAB/Simulink, and when
executing the same application (i. e., the generated code
from the M ATLAB/Simulink model) within the simulation
framework. The message send interval (e. g., the time it
takes until a message from the wheel sensor is received
by the PI controller) heavily influenced the overall system
behavior and required us to re-calibrate the PI controller.
VIII. C ONCLUSION
Virtual integration platforms (e. g., in the automotive
domain) enable designers to look at the interplay between
different components, while avoiding the time and cost of
physical prototype setups. From the point of view of the
development process of a product, the reduction of the
overall number of prototype setups helps in decreasing
development cost and shortening the time-to-market.
This paper has focused on a framework that provides a
virtual integration platform for integrated architectures.
The emerging architectural paradigm of integrated architectures is seen as seminal to overcome the plethora
of networks and Electronic Control Units (ECUs) in
present day federated architectures. For example, today’s
premium cars contain nearly a hundred ECUs as a result
of the so-called “1-Function – 1 ECU” design principle.
Therefore, we have realized a framework that enables
developers to simulate the behavior of application subsystems that are integrated on a shared distributed computer system. Emphasis has been placed on the accurate
reproduction of the temporal behavior of the platform.

In conjunction with an environmental simulation, the
developer is thus in a position to simulate real-time
applications as part of validation.
An automotive example with three application subsystems has demonstrated that the framework is suitable
for real-world scenarios. Starting from M ATLAB/Simulink
models for the platform and the environment, code generation tools have automatically produced the input for a
Linux-based simulation engine.
ACKNOWLEDGMENTS
This work has been supported in part by the European IST project ARTIST2 under project No. IST004527, the European IST project DECOS under
project No. IST-511764, and DOC [ DOKTORANDEN PROGRAMM DER ÖSTERREICHISCHEN AKADEMIE DER
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