A Self-Healing Framework for Building
Resilient Cyber-Physical Systems
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Abstract—Self-healing is an increasingly popular approach to
ensure resiliency, that is, a proper adaptation to failures and
attacks, in cyber-physical systems (CPS). A very promising way
of achieving self-healing is through structural adaptation (SHSA),
by adding and removing components, or even by changing their
interaction, at runtime. SHSA has to be enabled and supported
by the underlying platform, in order to minimize undesired
interference during components exchange and to reduce the
complexity of the application components. In this paper, we
discuss architectural requirements and design decisions which
enable SHSA in CPS. We propose a platform that facilitates
structural adaptation and demonstrate its capabilities on an
example from the automotive domain: a fault-tolerant system
that estimates the state-of-charge (SoC) of the battery. The SHSA
support of the SoC estimator is enhanced through the existence of
an ontology, capturing the interrelations among the components
and using this information at runtime for reconfiguration. Finally,
we demonstrate the efficiency of our SHSA framework by
deploying it in a real-world CPS prototype of a rover under
sensor failure.

I. I NTRODUCTION
Failures are common in cyber-physical systems (CPS) due
to internal or external influences, e.g., timing or concurrency
issues, software errors, unexpected environmental conditions
or inappropriate usage. A failed component in a CPS can
decrease CPS’ performance, reliability or usability. Hence, a
CPS is desired to be resilient, i.e., the service delivery that
can justifiably be trusted shall persist, when facing changes
(e.g., unexpected failures) [1]. To this end, the system has
to substitute failed components in a transparent and latencyefficient fashion to ensure the overall system’s functionality.
Traditional methods often fail to achieve resilience. For
example, in order to ensure fault-tolerance in a system, one of
the most common methods is to explicitly create redundancy
by replicating components (RC). This significantly increases
the production cost and power consumption of the system, and
only allows to handle faults of components for which a replica
exists. RC is typically used in safety-critical systems only. If
the system’s design does not comprise explicit redundancy,
the system is typically shutdown or put into maintenance
mode (while replacing a failed component). Self-healing by
structural adaptation (SHSA) during runtime enables the
system to react to unforeseen unexpected behavior such as
failures, by adding or removing components or changing their
interaction. Self-adaptation for self-healing will therefore be
a key feature of many future CPSs to gain in resilience.

While self-adaptation is already applied in various areas of
computer science, e.g., the world-wide web (clients, servers
and gateways continuously change), and with different objectives (e.g., fault-tolerance, load distribution), it is hardly
used in CPS to achieve resilience, most likely because CPS
have a high demand on reliability and predictability (compared
to general-purpose computing). This is tough to guarantee
when reconfiguring the system during runtime. However, an
unexpectedly failed component can only be substituted by
a new software component, that is started during runtime.
Unfortunately, most CPSs are designed to be static, i.e.,
their architecture does not provide means to add, remove or
reconnect software components.
As a consequence, SHSA has to be enabled and facilitated
not only by application software but also by the underlying
platform comprising hardware, system software and middleware software. As an example, structural adaptation can only
be applied when the information flow between components
can be changed.
In this paper we first introduce a framework (including the
requirements and the design) for building self-adaptive CPSs,
and then we implement, discuss and demonstrate how to build
a prototype of a self-healing CPS. In particular, our novel
contributions are as follows:
•
•

•

We define a set of basic architectural requirements for
structural adaptation.
We introduce a set of general design guidelines for a
self-healing CPS, as well as a description including a
discussion of a SHSA platform for non-critical CPS.
We demonstrate SHSA by running it on an ontologybased runtime reconfiguration (ORR) mechanism. Initially, we include implementation details of ORR. We
provide an experimental evaluation of our SHSA platform in an automotive use case using a high-end rover
prototype.

The rest of the paper is organized as follows. Section II
provides a background to adaptation and the system and failure
model. Section III states the architectural requirements SHSA.
Section IV presents the design decisions on hand of an example, our implemented SHSA platform. Section V presents our
implementation and experimental results. Section VI provides
an overview of related work. Finally, Section VII concludes
by summarizing the results we have achieved.

II. S ELF -H EALING BY S TRUCTURAL A DAPTATION
Self-healing [2] is the process of detecting and recovering
from failures in dynamic systems (in contrast to traditional
fault-tolerance which is setup during design time and therefore
cannot cope with unexpected failures). Self-healing adapts the
system during runtime to mitigate failures. Adaptation is a
challenging process that can be summarized by four abstract
steps [3]: i) collect information about the environment and
derive internal system properties (state estimation [4]), ii)
analyze the observations (failure detection [5]), iii) decide how
to adapt to reach a desired state (find a recovery strategy,
e.g., via ORR [6]) and finally iv) act (recover). In this paper
we focus on the interface of an adaptation service (namely
collect and act), its requirements and the design of a system’s
architecture enabling it (Fig. 1).
In this section we introduce terms and concepts that SHSA
and ORR build upon (definitions are taken from [7] unless
otherwise stated). We first outline the system model used and
the failure model, and then we summarize ORR.
A. System Model
Systems are often divided into several subsystems connected by a communication network, which is a subsystem
on its own. Further each subsystem may incorporate various
hardware and/or software components (see Fig. 1 for an
example). A component is considered as a black box with
well-defined interfaces. Each component provides services that
may rely upon services of other components. A service is an
intended behavior of a system/component. Figure 1 depicts a
self-healing service. This is implemented by several failuredetecting (collect and analyze) and recovering (plan and act)
components, respectively. Subsystems may depend on each
other, e.g., the operating system needs a hardware to run on
(depicted as a vertical dependency in Fig. 1).
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Fig. 1. Exemplary architecture of a self-healing system.

Subsystems and components are used to describe the hierarchical structure of a system, mainly to cope with the complexity of a system. Moreover, the behavior of the system is
often described by services and their interactions, cf. serviceoriented architecture (SOA), where the physical structure is
omitted. Typically, services interact with each other through
messages.

B. Failure Model
A failure is an event that leads to the deviation of a service
from the specification [8]. Failures are usually monitored at the
interface of a component. Components may contain an error
detection mechanism and additionally suppress wrong outputs.
Such components are called fail-silent. Some components
may automatically stop their execution on failures, so-called
fail-stop components. However, an erroneous component may
provide wrong outputs (known as babbling idiot) that can
cause other services to fail.
C. Self-Adaptation
The authors in [3] distinguish between structural and
parametric adaptation during runtime. Structural adaptation
changes the structure of the system, i.e., it adds, removes or
rearranges components. As a further consequence it adds and
removes the components’ services. In this paper, structural
adaptation also refers to the change of information flow
between services, i.e., we assume that the interactions between
services are part of the system’s structure. Furthermore, we
treat the adaptation of software components only (cf. dynamic
reconfiguration in FPGAs). In contrast, parametric adaptation
changes the behavior of a component by adapting its parameters. These two types of adaptation may be combined. While
parametric adaptation is implemented by a component itself,
structural adaptation is performed within a subsystem or the
whole system and has to be enabled by the (sub-)system’s
architecture.
D. Ontology
Systems can be characterized by attributes. Attributes may
be used to distinguish systems from one of another. We call
a valued attribute a property. Services provide or consume
properties, i.e., information is exchanged to establish a functionality or behavior. Hence properties of CPSs are often in
relation to each other (cf. measured and derived properties or
constants). All property relations of a system can be stored in
an ontology (see Section V for an example).
E. Ontology-based Runtime Reconfiguration
ORR [6], [9] focuses on structural adaptation in serviceoriented real-time systems. In particular, when a service of a
real-time system crashes, ORR is able to design a substitute for
the failed service. The substitution algorithm uses a knowledge
base which defines i) the interrelation of properties in the CPS,
referred to as ontology, and ii) additional runtime information
of the CPS. The ontology can be defined by the application’s
domain expert or approximated by, e.g., neural networks,
SVMs or polynomial functions learned by regression. While
the ontology only contains static information about the CPS
(though ontologies may be updated in maintenance mode),
dynamic changes, like adding, removing or adapting services
during runtime, are modeled with a table called Serviceto-Ontology-Mapping (SOM) that interrelates the properties
processed by a cyber-part service (e.g., a sensor value) with
the properties defined in the ontology. Additionally the table

comprises the temporal specification of service interactions
(e.g., the rate at which a sensor component updates its
measurements). The running services and their description,
including their input and output properties, can be retrieved
from a service registry. The SOM has to be updated every
time a service is added, removed or changed. In Fig. 2
the methodology of integrating ORR into a specific CPS is
outlined. In this paper we assume the ontology and SOM is
already available.

concentrate on how to facilitate ORR and structural adaptation
in general with a suitable underlying platform.
III. A RCHITECTURAL R EQUIREMENTS
A self-healing through structural adaptation (SHSA) service
demands several services from its underlying architecture for
collecting information and adapting the system accordingly.
To enable SHSA (collect information and adapt the system’s
structure), we identified two key requirements.
A. Dynamic Composability

Fig. 2. Building the knowledge base for ORR (ontology and SOM).

By using such a knowledge base, failures of services
providing the values of specific CPS properties (e.g., sensor
measurements) can be compensated by using other available
measurements of CPS properties. This increases the availability of the CPS. In comparison to common fault-tolerance
techniques, this mechanism exploits the implicit redundancy
within a CPS. In contrast to explicit redundancy which is
achieved by replicating critical system components and voting
over the value of the result, the appropriate information about a
CPS property which was provided by a now failed component,
can be derived from related properties (Fig. 3). For instance,
the property a, provided by service A, can be substituted by
a0 , which is derived from the combination of properties b and
c.
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Fig. 3. Types of redundancy: explicit (left) and implicit (right).

As the number of system components, as well as the
number of relations between system properties modeled in the
ontology may grow, e.g., when subsystems of different manufacturers are assembled, this reconfiguration method becomes
a cheap and flexible alternative to traditional fault-tolerance
techniques for CPSs.
The substitution itself is predictable, in particular, the search
and generation of a substitute is linear in time w.r.t. the
number of modeled relations in the system ontology (worstcase) and it can be implemented as an anytime algorithm,
which helps to ensure reconfiguration deadlines. Hence, ORR
is especially suitable for real-time systems unlike many other
runtime adaptation techniques (cf. web services). Evaluations
of ORR can be found in [9]. However, in this paper we

The system shall be dynamically composable out of several subsystems or components while preventing side effects
or undesired emergent behavior. This requirement enables
independent development of system components, reusability
of components, and reconfigurability of the system during
runtime. In [10] a similar requirement has been considered
for the development of a system, e.g., to reduce time-tomarket and increase productivity. In adaptive CPS we need
dynamic composability in order to be able to add, change or
remove components during runtime. We can further refine this
requirement for SHSA.
1) Reconfigurable Communication: The flow of information
shall be reconfigurable. Services share information, hence,
when a service is added or removed, the communication to
and from the service must be installed.
2) Common Communication Interface: A common communication interface has to be provided to the reconfiguration
mechanism. Recall, that the system is assembled out of several subsystems. These subsystems are often from different
manufacturers or have different demands. As a consequence,
the communication network might differ within a subsystem
and between different subsystems. Hence, SHSA is a challenge
especially in heterogeneous systems.
3) Freedom of Interference: The reconfiguration mechanism shall not compromise the system’s functionality. This is
needed to ensure the consistency of the system before, during
and after dynamic reconfiguration, e.g., when a new component is integrated. When adding or removing components,
properties like timeliness of the system must not be violated.
To minimize side effects, the reconfiguration shall be applied
to a minimal number of system components.
4) Fault Containment: A failure of a service shall not
propagate. Components usually trust their inputs, i.e., have no
monitor for inputs installed. Hence, failures may propagate
through the communication subsystem, reach the physical
system via actuators and cascade back to the cyber-system
via sensors. Therefore the system shall provide means to stop
failures propagating, e.g., by a failure-detecting monitor, that
is able to shut down a failed service.
B. Information Access
The system shall provide means to collect information about
the system’s state. Information about the cyber- and physical
system is necessary to define when and what reconfiguration
should be performed. To this end a common communication

interface (see above) has to be available, and simple means
have to exist for gathering information relevant to the system’s
state.
IV. D ESIGN AND I MPLEMENTATION OF A P LATFORM FOR
S TRUCTURAL A DAPTATION
Based on the requirements introduced in Section III we
refine the design decisions for SHSA. Furthermore, the chosen
platform for the implementation of ontology-based runtime
reconfiguration (ORR) is described and analyzed. As an illustration, both of them are applied to a fault-tolerant state-ofcharge (SoC) estimation in an electric vehicle.
A. Dynamic Composability
The service-oriented architecture (SOA) provides a good
basis for dynamic composition as SOA hides the system’s
hierarchy or subsystem ownership. In other words, SOA enables interoperability in large-scale heterogeneous distributed
systems [11]. Services can be simply added or removed. This
is performed by a management component.
Implementation. For our SoC use case we chose the Robot
Operating System (ROS) [12] as it enables dynamic composability similar to the means of SOA. A ROS application can
be composed out of several distributed software components,
so-called nodes, which may operate on different hardware
components running ROS. Each node may provide several
services, e.g., read a sensor or control an actuator. Nodes can
be started and stopped during runtime. Dynamic changes of
nodes are also possible via node parameters.
A new component can influence the performance of already
running application nodes as it may have to share the available
resources, which can be evaluated by a schedulability test.
However, a failed node will be typically shut down, increasing
the overall resources of a platform, which can then be used
by a substitute node. In case of ORR, substitute nodes usually
execute some mathematical function (e.g., a law of physics)
and therefore consume only a relatively small amount of
resources (with the drawback of accuracy). Another possibility
is to start additional nodes on a dedicated hardware to avoid
resource limitations of application nodes. Still, without proper
arrangements, an additional component may influence other
application nodes via the communication network.
B. Common Communication Interface
Many systems consist of several heterogeneous hardware
components. Sensors, microcontrollers and CPUs provide
services on different hardware with different capabilities.
To enable reconfiguration on the whole system level, main
components shall run a middleware establishing a common
communication network between services. However, low-level
components like sensors and microcontrollers are usually
unable to run the same middleware as CPUs with more
computational resources. One can overcome this problem by
introducing gateways. Gateways sample properties of several
low-level components via a local interface (e.g., serial protocol
like UART, I2C, USB, CAN, etc.) and forward them to the
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Fig. 4. Substitution in ROS.

common communication network. Such gateways can also be
used to enable adaptation in existing applications.
Once the common communication infrastructure is established, one can switch to a service-oriented view, e.g., for a
system-wide reconfiguration (cf. Fig. 4 and Fig. 9), although
the adaptation can be limited to specific subsystems.
Implementation. ROS provides simple means to establish a
TCP/IP communication between nodes on the same hardware
or different hardware components. Low-level components like
microcontrollers, sensors or actuators are connected via gateways running ROS to the common network.
Our demonstrator in Section V only consists of a small
number of components. In large-scale systems, gateways to the
same communication system may cause network congestion
that may even collapse the entire network. However, there are
techniques to measure load and avoid congestion. For example, the network traffic may be simulated and hierarchically
structured in an appropriate fashion.
C. Reconfigurable Communication
When replacing a component, it is usually necessary to
reconfigure the interface of all connected components. The
effort for reconfiguration can be decreased by applying the
right communication principles.
The type of communication in a distributed system can be
either message- or data-centric. Information exchanged in a
message-based communication system has a dedicated sender
and dedicated receiver. When the sender fails, the receiver
has to be reconfigured to accept messages from a substitute
component. In the data-centric communication the receiver
does not care about the source of needed information. The
receiver explicitly subscribes to data of interest while the
sender may change during runtime. Subscriptions are handled
by a dedicated component. This means, reconfiguration in a
system using a data-centric communication, leaves the application components untouched, whereas in a message-centric
communication the interfaces of all involved components have
to be changed. Hence, the overhead for application components enabling reconfiguration can be avoided. Furthermore
the ability of self-adaptation can be simply integrated into
existing applications using the data-centric approach.
The less to reconfigure, the less will be the probability of
failures or interference during reconfiguration. Furthermore,
the complexity of application components decreases, because
the reconfiguration of communication is shifted to the subscription manager.

Implementation. ROS provides a data-centric communication, called publish/subscribe. The nodes exchange data by
publishing and subscribing to so-called topics. A topic can be
considered as a named bus to share specific information. For
example, the battery SoC estimator in our use case, subscribes
to the topic “battery current”, published by the amperemeter
(Fig. 4). A failed node, here the amperemeter, can be shutdown
and substituted by another node, by simply publishing to the
same topic. Note, that the interface of the SoC estimator is not
touched. So, nodes connected to failed ones are not altered.
Like many SOA-based platforms, ROS cannot currently
be used as middleware for hard real-time systems, where a
deadline-miss can cause severe consequences. The communication is build on top of classical TCP/IP, an event-triggered
protocol, which cannot guarantee temporal properties, e.g.,
maximum delay, maximum jitter or message delivery on time.
There are several initiatives to overcome this problem, e.g., the
OMG standard Data Description Service [13] using Qualityof-Service policies to ensure temporal properties of datacentric communication.
D. Fault Containment
By default, services just output their properties without
checking correctness. Verification of the outputs is left to
the component itself or, better, to an independent monitor.
The monitor may suppress wrong messages and shutdown the
failed service.
Implementation. In our experiments we assume fail-silent
or fail-stop nodes. However, in ROS a node publishing wrong
outputs (i.e., a babbling idiot) can be shutdown during runtime,
e.g., by a monitor.
E. Information Access
A self-adaptive system designer has to provide suitable
interfaces and communication channels to gather information
about the system’s state. For instance, runtime monitors can be
implemented as separate components in composable systems.
The monitors can subscribe to the relevant information and
compare it to the specification (in form of, e.g., a temporallogic formula [5]). However, one should be aware of a possible
probe effect, i.e., subscribing to the relevant information may
change the behavior of the system. For example, monitoring
may introduce timing issues due to the additional communication effort.
Implementation. In ROS, the information of interest can
simply be subscribed. Unfortunately, ROS only provides simple interface specifications, i.e., the structure and format of
messages can hardly be used to check the message against
a specification. However, more detailed specifications, e.g.,
publishing period of a topic or value range of data, may be
read from a configuration file or saved on the ROS parameter
server (that is a shared dictionary that is globally accessible).
Such parameters can also change during runtime.
V. C ASE S TUDY: S ELF -H EALING WITH ORR
The SoC use case is implemented upon a Pioneer rover from
Adept MobileRobots [14] (Fig. 5). Our aim is to provide fault-

Fig. 5. Experimental platform: Pioneer rover.

tolerance to the amperemeter, measuring the battery current
for SoC estimation. When the amperemeter fails, the SoC
estimation will give wrong results. However, further properties
measured by sensors or derived by other components are available and are related to the battery current. As the information
about the relation between these properties is stored in the
ontology, it can be exploited to reestablish the failed property.
The system comprises three main hardware components:
a Raspberry Pi, a mainboard (situated inside the rover) and
a notebook for remote-control (Fig. 6). These components
run ROS on top of Linux. In our rover, an amperemeter is
sampled by a microcontroller converting the analog voltage
representing the battery current to a digital value. A Raspberry
Pi publishes the battery current to ROS. It further samples
and forwards measurements from the IMU that is a gyroscope
and accelerometer (providing angular velocity and acceleration
respectively). The mainboard subscribes to the battery current
and estimates the SoC. The rover can be steered via a notebook
sending commands to the mainboard controlling the motors.
We implemented SHSA on the platform described in the
last section. An outline of the implementation using ORR is
given in the next section. Finally we conducted experiments
to test the platform’s capabilities of SHSA on the example of
ORR.
A. ORR-based Implementation of SHSA
The implementation is mostly in C/C++. However, node
substitutes are automatically generated from Python code. An
interpreter language, like Python (which is supported by ROS),
is needed because substitutes are (code-)generated online.
Precompiling all possible substitutes is not desired or in some
cases not even possible, e.g., when components are attached
to the system during runtime.
The implementation can be roughly divided into three parts
(Fig. 7): i) the application subsystem including the nodes for
SoC estimation, ii) the ontology modeling the system, iii) the
reconfiguration engine substituting a service whose failure is
detected by a monitor (a subsystem that validates the output
of components to check the functionality of a component
service).
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1) Application: The application can be distributed into
several nodes. The node amperemeter is a driver for the
battery current sensor connected to the rover’s battery. This
node samples and publishes battery current measurements.
Node SoC estimation subscribes to these measurements
to calculate the SoC. In the rover further nodes are available
providing more data. Initially, the sensor data published by
drivetrain and voltmeter is not used by the SoC
estimator.
2) Ontology: When a property is not published any more
(e.g., a node providing this property failed), the reconfiguration
engine searches the ontology for a substitute.
The parts of the ontology that are exploited in the use case
scenario are depicted in Fig. 8. Intuitively, the velocity and
acceleration of the rover proportionally influence the power
consumption measured by u · i (battery voltage and current).
In particular, the linear function f1 , we have learned by
regression, approximates the battery current’s relation to linear
and angular velocity (v and ω respectively), linear and angular
acceleration (a and α respectively) and battery voltage (u).
In [6], such a relation is referred to as transfer function.
3) Reconfiguration Engine: In the current demonstrator a
simple monitor is implemented that notifies the reconfiguration
engine when a specific topic has failed (battery current i). The
engine then searches the ontology for the best substitute. We
refer interested readers to [6] for more details to ontology and
substitute search.

After the search, the reconfiguration engine returns three
strings containing i) the input topics, ii) the code representing
the transfer function and iii) the output topic of the substitute.
The input topics (i.e., v, a, etc.) are packed into a single string
separated by commas. The transfer function code basically
consists of assignments and functions packed into a single
string. In our example the transfer function string (Python
code) would read as follows:
t0=x[0]; t1=x[1]; t2=x[2]; t3=x[3]; t4=x[4];
def _tf1(i1,i2,i3,i4,i5):
o = 48.67 + abs(i1)*-0.03 + abs(i2)*-1.17 \
+ abs(i3)*2.07 + abs(i4)*-0.03 \
+ i5*-3.72
return o
t5=_tf1(t0,t1,t2,t3,t4)
y=t5

First, the measurements of the inputs, collected in an array x,
are assigned to temporal variables t. Each transfer concept
from the ontology (e.g., i = f1 (u, v, a, ω, α)) used by a
substitute is converted to a function definition (e.g., _tf1).
The function is called and the result saved. The output y is
set to the lastly assigned temporal variable.
Finally, the engine spawns a substitute node. The substitute
is a node taking the results from the search (the input topics,
the transfer function code and the output topics) as arguments.
In particular, the node first subscribes to the input topics
and then periodically executes the transfer function code and
publishes the output message subsequently.

B. Experiments
1) Demonstration of SHSA: We control the rover with
the notebook and drive it for several seconds. Initially the
amperemeter node provides the battery current values to the
topic “battery current”. After about 11s the amperemeter node
is killed and the reconfiguration is automatically triggered. As
soon as the reconfigurator receives the trigger message, the
reconfiguration engine searches for a substitute and spawns
the substitute accordingly (see application nodes in Fig. 9).
v, a, ω, α
drivetrain
voltmeter
amperemeter

u
i

2) Overhead of Node Creation and Shutdown in ROS: To
show the overhead of creating a substitute and removing a
node on our prototype, we first start up to 500 application
nodes. Then we log i) the time of the execute call (start
time) and ii) the time until a subscriber receives the messages
(up time) of/from the new transfer node. Further, we log
iii) the time of the kill call (shut time) and iv) the time
until a subscriber does not receive messages any more (down
time). This experiment is performed 100 times for a different
number of existing application nodes each, see Figure 11. The
experiment is performed on a desktop PC (quad-core i7-4600
CPU with 2.1GHz and 8GB memory running Ubuntu Linux
and ROS Indigo).
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Fig. 9. Application nodes of the demonstration scenario (amperemeter fails
and substitute node is generated).
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The start-up and shut-down time slightly increases with the
number of running nodes, most likely, due to the increasing
number of processes sharing the CPU. The start-up and shutdown time stays in acceptable boundaries. Especially the
variance of the shut-down time is very low (cf. start-up time).
At startup the node has to retrieve information about the input
and output topics from the master, whereas at shutdown the
node simply closes all connections and quits.
VI. R ELATED W ORK
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During the experiments the messages published to the topic
“battery current” as well as reconfiguration-specific events
(like the shutdown of the amperemeter node) are logged
(Fig. 10). The substitute estimates the battery current from
battery voltage and drivetrain data of the rover, it therefore
slightly deviates from the actual battery current (measured
by a sensor). The search and start of the substitute node is
performed within 10ms, thus these two events can be barely
distinguished in the lower plot of Fig. 10. After reconfiguration the substitute node publishes the actual battery current
consumption to the topic “battery current”. The major delays
between reconfiguration-specific events are caused by the ROS
management unit which needs a significant amount of time for
node creation and shutdown.
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Many architectures and approaches for runtime adaptation
are based on the service-oriented architecture (SOA) [11], [15],
where a specific functionality of the system is encapsulated in
a service. Our demonstrator uses a middleware that is based on
the SOA approach to facilitate the reconfiguration mechanism.
However, SOA is a very general architecture that does not deal
with properties like embedded, real-time or safety-critical ..
properties related to CPSs.
0s (2).
Wait 1
[3] surveys the state-of-the art and research challenges
in adaptive systems. [16] presents technologies and methods
enabling SHSA using xADL that is a language to describe
the architecture of a system. The authors in [17] give a
thorough introduction and review of the trends and research
of large-scale loosely coupled CPSs and discuss general key
requirements and challenges of ”elastic” or dynamic CPS. Furthermore, the authors describe some promising technologies.
In comparison, we state a specific set of requirements, derive

a suitable design and give an implementation to illustrate how
to achieve a structural adaptive CPS.
Data Distribution Service (DDS) [13] is a communication
infrastructure (similar to ROS publish/subscribe) for heterogeneous CPS. It provides Quality-of-Service (QoS) policies
which may be used to monitor and ensure real-time properties
(e.g., bounds for message latency or jitter). The configuration
efforts for current DDS implementations are significantly
higher, and this is why we chose ROS for our demonstration.
However, a new ROS version [18] is under development
applying the promising DDS standard to its middleware and
follow up the demands in new applications for ROS, e.g.,
real-time applications. MQ Telemetry Transport (MQTT) is
a popular communication protocol for IoT applications also
based on publish/subscribe. Compared to DDS it is lightweight, but due to its centralized architecture (all data is sent to
a broker) more suitable for sporadic data exchanged. See [19]
for an overview about protocols and standards for IoT.
Related work to ORR can be found in [6], [9]. Compared
to ORR, there are other techniques that may modify the
behavior of components themselves, rather then the system’s
structure. This is often referred to as software adaptation [20]
or parametric adaptation [3]. This kind of adaptation mostly
depends on the abilities of the components themselves and
their interfaces. This is why we omit these techniques in our
discussion.
VII. C ONCLUSION
We defined architectural requirements for self-healing
through structural adaptation (SHSA) and showed how to
design and implement a self-healing CPS. We also showed
how the ROS (or more generally SOA) middleware and publish/subscribe communication facilitates the adaptation mechanisms in distributed systems. We further presented a ROSbased SHSA demonstrator which takes advantage of ontologybased runtime reconfiguration (ORR). ORR substitutes a failed
service by exploiting the relationships between CPS properties
described by a CPS ontology. To the best of our knowledge,
this work is the first to present a demonstrator of ORR and to
give implementation details, especially on how substitutes are
generated. Finally, experiments demonstrating the capabilities
of the self-healing prototype have been shown. The principles
implemented by ROS facilitate SHSA. However, ROS (in its
current form) is not ready for real-time or safety-critical applications. Nevertheless, alternative implementations for ROS
communication [13], [21] and ROS nodes [18] which support
real-time are getting ready for prime time. ROS in its current
form can be used for prototypes or serve as template for the
design of self-adaptive CPS with tight temporal and safety
requirements.
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