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Abstract. We overview the main results in Compressed Sensing and
Social Networks, and discuss the impact they have on Cyber Physical
Social Systems. CPSS are currently emerging on top of the Internet of
Things. Moreover, inspired by randomized Gossip Protocols, we introduce TopGossip, a new compressed-sensing algorithm for the prediction
of the top-k most influential nodes in a social network. TopGossip is able
to make this prediction by sampling only a relatively small portion of the
social network, and without having any prior knowledge of the network
structure itself, except for its set of nodes. Our experimental results on
three well-known benchmarks, Facebook, Twitter, and Barabási, demonstrate both the efficiency and the accuracy of the TopGossip algorithm.
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Introduction

Looking back at the time Bill Gates was one of his brilliant students, Christos
Papadimitriou concluded that one of the greatest challenges of the academic
community is to recognizing when an IT revolution is on its way. He did not
see the PC revolution coming, but his student did. Since then several other
revolutions happened, such as the Internet and the Mobiles revolutions. Another
imminent revolution is now in the making: The CPSS/IoT revolution.
The worldwide academic institutions have a responsibility to ask the following
important questions: Are we prepared for the CPSS/IoT revolution? Do we have
the proper modeling, analysis, and control techniques? Do we have adequate
infrastructure, software tools, and courses? The answer is unfortunately No and
we have to act Now. Two of the initiatives in this direction are the Terra Swarm
Center at UC Berkeley, and the CPSS/IoT Ecosystem Project at TU Wien.
Cyber Physical Social Systems (CPSS) are spatially-distributed, time-sensitive
multi-scale, networked embedded systems, connecting the physical world to the
cyber and social worlds through sensors and actuators. The Internet of Things
(IoT) is the backbone of CPSS. It connects the (terra) swarm of Sensors and
Actuators to the nearby Gateways through various protocols, and the Gateways

to the Fog and the Cloud. The Swarm resembles the billions of human skin
and muscle cells, providing real-time information about the physical environment and acting upon it. The Fog resembles the human spine, providing fast
and adequate response to imminent situations. The Cloud resembles the human
brain, providing large storage and analytic/decision capabilities.
CPS research is strongly anchored within the academia. There are many
important CPS conferences around the world, with CPS Week as their flagship.
Social networks (SN) are a relatively new field, and CPSS is currently emerging.
IoT however, went pretty much under the radar of academia. This was not the
case in industry. With a $15 trillion business forecast for the next 20 years, 50
billion devices connected by 2020, and 50 terabytes of data per day from the
avionics industry alone, all big IT and industrial players are dedicating immense
resources to IoT. It is more than telling that the IoT World Congress in 2016,
had talks by CEOs, but almost no talk of any academic researcher. This is now
changing. For example, CPS-Week 2017 included an IoT conference, too.
What drives this excitement and sense of urgency within the industry? Four
pillars: connectivity, monitoring, prediction, and optimization. Connectivity
has already been enabled by the technological developments over the past years.
The next step, which is expected to radically change every aspect of our society,
is monitoring, prediction, and optimization. The huge number of sensors to be
deployed in areas such as manufacturing, transportation, energy and utilities,
buildings and urban planning, health care, environment, or jointly in smart
cities, will allow the collection of terabytes of information (Big-Data), which can
be processed for predictive purposes. Moreover, the huge number of actuators
will enable the optimal control of these areas and drive market advantages.
For example the predictive maintenance of assets is expected to save up to
12% in scheduled repairs, reducing maintenance costs up to 30%, and eliminating
breakdowns up to 70%, according to a GE survey [1]. According to the same
survey, 73% of companies are already investing more than 20% of their overall
technology budget in big-data analytics, and more than two in 10 are investing
more than 30%. Moreover, three-fourths of executives expect that spending level
to increase just in the next year. Across the industries surveyed, 80% to 90%
of companies indicated that big-data analytics is either the top priority for the
company or in the top three. A staggering 89% say that companies not adopting
big-data analytics in the next year risk losing market share and momentum.
While the industrial excitement is a very important technological driver for
the development of CPSS/IoT, it is important to mention that monitoring, prediction, and optimization in CPSS/IoT, are all Grand Challenges of the twenty
first century. Research and breakthroughs in all these areas are necessary, in
order to make the expectations a reality. One such breakthroughs is compressed
sensing (CS) [2,3], which allows monitoring at sub-Shannon/Nyquist rates. This
has the potential to make the state-estimation aspect in CPSS/IoT tractable.
Compressed sensing was originally introduced in signal processing. It was
long observed that signals used in everyday applications are sparse in some basis.
For example, photographs or radiology images are sparse in the Fourier or the
wavelet domain. As a consequence, one can compress a signal at the source

of a transmission, and decompress it at the destination. Compressed sensing
simplifies this process, by directly taking compressed photographs or radiology
images, and recovering them at the destination with optimization techniques
that take advantage of the signal’s sparsity. If a signal was sampled before at the
Shannon/Nyquist rate, in compressed sensing such a signal can be undersampled
(in a random fashion though), orders of magnitudes below this rate.
From a CPS perspective one can therefore undersample signals transmitted
by temperature, CO2 , etc., sensors, in time, and of video-camera sensors, both
in time and space. This dramatically increases monitoring performance for a
single sensor. But what about the Terra-swarm of sensors? Can we apply the
same techniques? Unfortunately, many sensor networks are not deployed on a
regular grid, but rather on an arbitrary graph. As a consequence, compressed
sensing had to be extended to this more general setting. This uses combinatorial
(graph-based), instead of geometric (lattice-based) techniques [4–6].
Interestingly enough, the combinatorial approach found its application in SN,
too [7, 8]. In this context, a main challenge is to determining the top-k most
influential nodes in an SN. For quantifying influential, various centrality metrics
were proposed. Among them, the most popular is arguably the betweenness
centrality CB [9, 10]. Given an arbitrary node u and two nodes v, w, distinct
from each other and from u, the betweenness centrality of u with respect to v
and w, CB,v,w (u), is the number geodesics (shortest paths) between v and w
that pass through u, divided by the total number of geodesics between v and w.
Now CB (u) is the sum of all CB,v,w (u), for all pairs of nodes v and w in the SN.
Computing the k maximal-CB nodes under the full knowledge of the vertices V and edges E of an unweighted SN, was shown to have O(|V | |E|) time
complexity in [11]. For the huge SNs that occur in practice, this is intractable.
Moreover, for privacy reasons, it is not realistic to assume that, say an advertising company (AC), has the full knowledge of an SN. As a consequence, one
would like to employ techniques that both scale up and maintain privacy.
In order to address these two important problems, we propose in this paper a
new technique for computing the k nodes with largest CB . We call it TopGossip,
because it was inspired by the randomized gossip protocols. TopGossip addresses
scalability issues by employing a local betweenness-centrality measure, called ego
betweenness centrality eCB . This applies CB,v,w (u) only for nodes v, w that are
immediate neighbors of u. It has been shown in [12], that ego-betweenness eCB
is in practice very strongly correlated with betweenness centrality CB .
TopGossip addresses privacy concerns, by requiring that each node u, woken
up by the AC, computes is own eCB , adds it to a token it got from one of its
neighbors, and passes it either to another neighbor, chosen in a random fashion,
or to the AC. The AC then sums up the tokens it got, and creates this way a
compressed-sensing measurement. By employing thereafter sparse optimization
techniques, the AC is able to recover the top-k most influential nodes.
In summary, the AC only needs to know the set of nodes V of the SN, and
the nodes have to know their neighbors and the AC. Like in randomized gossip
protocols, the nodes can work in a distributed fashion. The computation time
of TopGossip is O(m |V |), where m is proportional to k.

Our experimental results on three well-known SN benchmarks, Facebook,
Twitter, and a synthetic Barabási-Albert network, demonstrate that TopGossip
is more accurate than the best previous work we are aware of.
The rest of the paper is as follows. In Section 2 we overview CS, given its
importance in CPSS/IoT, and its use in TopGossip. In Section 3 we then discuss
SN and our main problem, computing the top-k most influential nodes in an SN.
In Section 4 we introduce TopGossip, our novel CS algorithm for solving this
problem. This uses a small number of measurements, and operates with local
knowledge of the SN structure, only. In Section 5 we evaluate the performance
of our algorithm, and in Section 6 we present our conclusions.

2

Compressed Sensing

The swarm of a CPSS/IoT, such as in smart farming or smart city, will generate/
consume terabytes of information. This information will have to be sensed/actuated in real time, in order to control the CPSS, by estimating its state, and
issuing (optimal) control actions. But how will this be possible?
The answer relies in a dramatic sub-Shannon/Nyquist sensing and actuation
rate of the swarm signals, in both time and space. This is always sound, provided
the signals are sparse in some basis. Now, if only a few signals were sparse, this
would not be such great news. However, the opposite is true. Most natural
signals are indeed sparse, as their structure lets one predict their values from
only a few samples. The least sparse signals are, quite counter-intuitively, the
random signals, because it is very hard to predict their values.
A hint that such an approach was possible, came early on from various areas,
such as geophysics, signal processing, and group testing [13]. For example, in
their hunt for oil reserves, seismologists were able to acquire much better images
of the underground layers, than the Shannon/Nyquist sampling theorem would
have predicted. Moreover, they developed a very successful greedy algorithm,
called Orthogonal Matching Pursuit (OMP) with time-frequency dictionaries for
this purpose [14]. Variants of this algorithm are still in use nowadays.
Very intuitive depictions of the sparse-recovery phenomenon were presented
in [15, 16]. We reproduce in Figure 1, one from [15]. Let x denote the discrete
frequency-domain signal shown in Figure 1(a). Assume x is properly sampled
(according to Shannon/Nyquist), with say n frequencies, i.e., x is a vector of dimension n. Signal x is 3-sparse, with 3  n, as it only contains three frequencies,
with amplitude different from zero. By applying the inverse Fourier transform
to x we obtain the discrete time-domain signal y shown in Figure 1(b):
n

y(t) = F −1 (x)(t) =

1 X i2πνt/n
e
x(ν)
n ν=1

(1)

where the dimension of y is chosen to be the same as the one of x. The inverse
Fourier transform can be represented as a square matrix F , with Ft,ν = ei2πνt/n /n.
One can then write that y = F x. Let T be one of the time under-samplings in

Fig. 1. (a) A sparse signal in the frequency domain. (b) Under-sampling its time
domain representation, with a rate that is eight times lower than the Shannon/Nyquist
rate, either equally spaced (red), or random (blue). (c) If the sample is equally spaced,
then the Fourier transform introduces aliases, which are indistinguishable from the real
frequencies. (d) If the sample is random, then the main frequencies can be recovered.
Note that the recovery of the least-amplitude frequency, requires noise removal first [15].

Figure 1(b), with |T | = m  n, and let A = FT and ŷ = yT be the restrictions of
F and y to T , respectively. Then one can write that ŷ = Ax, where A is called
the measurements matrix, and (ŷi , Ai ) a linear measurement.
Recovering x from ŷ = Ax is hopeless, as there are less constraints than indeterminates. As a consequence, the system has infinitely many solutions. However, if one looks for the sparsest solution, that is, for the one that has the least
number of nonzero elements, then this equation has a unique solution. This is
true also for the more realistic case, where the signal x or the measurements ŷ
are noisy, with noise of magnitude no larger than say .
Definition 1 (Sparse approximation problem [2]). Let `0 be the pseudonorm counting the number of nonzero elements, and `2 be the Euclidean norm.
Then the sparse approximation problem can be formulated as follows:
argmin k x k0

subject to

k ŷ − Ax k2 ≤ 

(2)

x

Unfortunately, solving (2) is NP hard, as there is no known succinct way
of traversing the space of sparse vectors. Fortunately however, there are two
approaches which make the search tractable: a geometric approach and a combinatorial approach. We discuss them both below.
Geometric approach. In the geometric approach, the underlying Shannon/
Nyquist structure of a signal is assumed to be a regular grid. For example, in
Figure 1(a) and in Figure 1(b), the underlying signals x and y are defined on
equally spaced frequency and time values, respectively. In image processing, one
also considers 2D or 3D images, defined over equally spaced spatial grids.

Moreover, in the geometric context, one assumes that the measurement matrix A is essentially not increasing the `2 norm of the vector x, that is, A is in
some sense an isometric transformation. More formally:
Definition 2 (Restricted Isometry Property
(RIP) [3]). An m × n meaPn
surement matrix A with unit norm, i.e., j=1 Ai,j = 1 for i = 1, . . ., m, is said
to satisfy the restricted isometry property (RIPk,δ ) of order k, whenever:
m
m
2
2
2
(3)
k x k2 ≤ k Ax k2 ≤ (1 + δ) k x k2
n
n
n
holds simultaneously for all k-sparse vectors x ∈ R , for a sufficiently small δ.
(1 − δ)

The RIPk,δ property is sometimes also called the uniform uncertainty principle. Measurement matrices A satisfying RIPk,δ are injective, that is, they do
not map distinct k-sparse signals x and x0 to the same measurement ŷ. The unit
norm restriction is motivated by physical characteristics of real sensing systems,
which limit the amount of energy allocated to each linear measurement.
Under the RIPk,δ assumption, the `0 norm in the sparse approximation problem, can be safely replaced with the `1 norm. This reduces the NP-Hardness
of the reconstruction problem to a tractable, linear programming problem, with
O(n3 ) complexity. One talks in this case about compressed sensing [2, 3].
Definition 3 (Compressed
Pn sensing problem [3]). Let `1 be the absolute
value norm, i.e., k x k1 = i=1 |xi |, `2 be the Euclidean norm, and A be as in
Definition 3. Then the compressed sensing problem can be formulated as follows:
argmin k x k1

subject to

k ŷ − Ax k2 ≤ 

(4)

x

The explicit construction of the measurement matrix requires that A is dense
and stochastic. In general, the entries of A are assumed to be identically distributed realizations of certain zero-mean random variables (e.g., uniform, normal) with variance 1/n, and where (m ≥ c k log n) for some constant c. In Figure 1(d), A is a stochastic Fourier matrix, whose rows T were uniformly sampled.
Since O(n3 ) might be intractable for very large signals, various greedy algorithms were developed, to efficiently solve the linear-program problem. One
algorithm was already mentioned, the orthogonal matching pursuit, but many
other variations have been developed in the meantime [13].
Combinatorial approach. In the combinatorial approach, the underlying
Shannon/Nyquist structure of a signal is assumed to be a graph. This extension
is motivated in the IoT setting by the modern sensors/actuators networks being
deployed, for example, in traffic-management or in environmental applications.
A graph-based underlying structure was also traditionally assumed in the
more theoretical work on group testing. In contrast to the IoT setting, where
the signals of interest have a very rich co-domain, such as speed, temperature, or
pressure, in group testing the signals are Boolean, and represent the adjacency
matrix, or some other property, of the graph. The same is true in SN, where one
is interested in finding out the top-k influencers of the SN. As a consequence,
different methods were developed in each case, which we discuss below.

Graph-based transforms. Discrete signal processing on graphs, in particular the
graph-Fourier and graph-Wavelet transforms, are mainly addressed within what
is called algebraic signal processing [17]. We shortly discuss them below.
Consider a signal x : V → R defined on a graph G = (V, E), with V the set of
vertices, and E the set of edges. Graph G may be either directed or undirected.
In latter case, the adjacency matrix Adj corresponding to E is symmetric.
The graph-Fourier basis of x on G, is defined in [4] as F = U −1 , where U
is the generalized-eigenvectors basis of Adj, under the Jordan decomposition
Adj = U J U −1 . The block-diagonal matrix J, is the Jordan normal form of
Adj. In case Adj is symmetric, J is diagonal, as all eigenvalues of Adj are
distinct and real. The graph-Fourier transform of x is then y = F x.
Earlier definitions of the graph-Fourier transform, consider U as the eigenvectors basis of the Laplacian matrix L = D − Adj, where D is the degree diagonal
matrix, with Di,i , representing the degree of vertex i in Adj [5].
It is worth noting that the graph Laplacian is a second-order operator for
signals on graphs, quantifying correlations, whereas the Adjacency matrix transform represents power spectral densities. Moreover, the Laplacian-based definition is not applicable to directed graphs or graphs with negative weights.
Both graph-Fourier transforms are useful for signals x : V → R, where x has
interesting R structure, and y = F x is sparse. However, the eigenvalues J, and
the eigenvectors U themselves, are not related to the particular vertices in the
graph anymore, but rather quantify the cycles properties of Adj. A transform
that is defined with respect to the ring-like neighborhood of the vertices i ∈ V
(all vertices between k-hops and l-hops away from vertex i), is the graph-Wavelet
transform. For space reasons, we refer the interested reader to [6, 18].
Once the transform matrix F is defined, one can construct stochastic measurement matrices, by uniformly choosing a graph under-sampling T and restricting F and y to T , as discussed at the beginning of this section.
Expander-graphs transforms. Work on expander-graph transforms was originally
developed within group-testing [19] and coding theory [20]. Group-testing however, was mainly restricted to the Boolean domain, and to Boolean operations.
This work was extended in [7] to CS over graphs [8, 21], where the signal values
of x were allowed to range over R. The same is true for the proposed approach
in the next section for identifying top-k influencers in an SN.
The three main ideas in the expander-graph (EG) approach are as follows.
First, the measurement matrix A is considered to be Boolean. Second, A has to
be consistent with the underlying graph structure G of the signal x. Third, the
signal x quantifies in most cases some global property of interest of G.
The EG approach in [7] to creating a measurement matrix A for a graph G,
that is consistent with G, is shown in Figure 2. The main idea is to define a
linear measurement mi , as a random walk through G. In Figure 2(a) we show
three such walks, and in Figure 2(b) the same information as a bipartite graph,
where edges represent the membership of vertices to walks.
Definition 4 (Bipartite graph). A bipartite graph B = (V, M, E) is a graph
whose vertices are partitioned into V and M , and whose edges E only connect
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Fig. 2. (a) Measurements m1 , m2 , and m3 , as random walks in graph G. (b) The
measurements represented as a bipartite graph B = (V, M, E), with V the vertices in
G, M the random walks in G, and Em,v the membership of vertex v to the walk m.

V to M . This graph is called left-regular of degree d, if each vertex in V has
degree d. One writes for such graphs B = (V, M, E, d).
The 3 × 7 bi-adjacency matrix of the bipartite graph in Figure 2(b) is shown
below. It represents a consistent measurement matrix A.
v1
m1
1
A = m2  1
m3
0


v2
1
0
1

v3
0
1
1

v4
1
0
1

v5
0
1
1

v6
1
1
0

v7

0
1
1

(5)

In order for A to be useful in compressed sensing, one needs to impose additional constraints on A that are in some sense similar to the RIPk,δ used in the
geometric approach. Such properties are called RIPp,k,δ properties.
Definition 5 (p-Restricted Isometry Property [22]). An m × n matrix A
satisfies the p-restricted isometry property of order k (RIPp,k,δ ), whenever:
(1 − δ)k x kp ≤ k Ax kp ≤ (1 + δ)k x kp

(6)

holds simultaneously for all k-sparse vectors x ∈ Rn , in an `p norm with p satisfying p ∈ [1, 1+O(1)/log n], for a sufficiently small δ.
This property holds for particular kinds of left-regular bipartite graphs of
degree d, called bipartite expander graphs. Their definition is given below. The
main intuition of why such graphs would satisfy the RIPp,k,δ property, is that
any vertex subset S ⊆ V of such graphs participates in sufficient measurements.
Definition 6 (Unbalanced Expander Graph). Let B = (V, M, E, d) be a
left-regular bipartite graph of degree d. If for some small ε and any S ⊆ V of
size |S| ≤ k, the neighborhood N (S) of S satisfies |N (S)| ≥ (1 − ε) d |S|, then B
is called a (k, d, )-unbalanced bipartite expander graph of degree d.
In constructing an unbalanced bipartite expander graph, the goal is to make
|M |, d and  as small as possible, while making k as close to |M | as possible.

Theorem 1 (RIPp,k,δ and (k, d, )-expanders [22]). Consider an m × n matrix A that is the bi-adjacency matrix of a (k, d, )-unbalanced bipartite expander
graph B = (V, M, E, d), with |V | = n, |M | = m, left degree d, such that 1/ and
and d are smaller than n. Then the scaled matrix A/d1/p satisfies the RIPp,k,δ ,
for p ∈ [1, 1+1/log n] and δ = C , for some constant C > 1.

3

Social Networks

In cyber-physical systems, the cyber part is often partitioned between regular
components (the computers) and super components (the humans). For example, in smart mobility, the physical components are the cars, the regular cyber
components are the traffic controllers, and the super components are the drivers,
with their own GPS preferences. The drivers themselves form a social network
which has a considerable impact on the smart-mobility system. To account for
the role of humans, one speaks about cyber-physical-social systems.
Online social networks have nowadays hundreds of millions of users. For
example, Facebook has more than 1.59 billion active users monthly, alone [23].
As a consequence, Facebook users have a tremendous power to influencing the
opinions of other users, with respect to what they read, watch, or buy, or even
for whom they vote. But do all users have the same power? The answer is no.
There is usually a very small set of most influential users, and these are typically
targeted by advertising agencies. But how can they find out who are these users,
by searching the huge underlying network graph?
Social network (SN) analysis addresses exactly this problem [9, 10, 24, 25].
In order to quantify the notion of influence (or centrality), researchers have
proposed various measures, reflecting different points of view [10, 26–33]. Some
of them, such as degree centrality (CD ), where CD (u) is simply the degree of node
u, focuses on the local properties of an SN, while others, such as betweenness
centrality (CB ), considers the global properties of an SN.
Betweenness centrality, is arguably the most popular, and will be the focus
of this paper, too. For every SN node u, and nodes v, w, distinct from each other
and from u, the betweenness centrality of u with respect to v and w, CB,v,w (u),
is the number geodesics (shortest paths) between v and w that pass through u,
divided by the total number of geodesics between v and w. Now CB (u) is the
sum of all CB,v,w (u), for all pairs of nodes v and w in the SN.
Definition 7 (Betweenness centrality [10]). Let G = (V, E) be the underlying graph of an SN, with V its set of nodes, and E its set of (undirected) edges.
Then the betweenness centrality CB (u) of a node u ∈ V is defined as follows:
CB (u) =

X
v,w∈V,v6=w

σ vw (u)
σ vw

(7)

where σvw is the total number of geodesics (shortest paths) between nodes v, w ∈ V ,
u 6= v 6= w, and σvw (u) is the number of such geodesics that pass through node u.
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Fig. 3. An SN with 7 nodes and 12 links, and its adjacency matrix. Adj may be viewed
as a two dimensional Boolean signal, e.g., an image with only black and white pixels.

The fastest known exact algorithm for computing CB for all nodes in an
unwweighted and undirected SN, under the full knowledge of its vertices V and
edges E, requires O(|V | + |E|) space, and a running time of O(|V | |E|) [11]. For
the huge SNs that occur in practice, this is intractable. Moreover, for privacy
reasons, it is not realistic to assume that, say an advertising company (AC),
has the full knowledge of an SN. As a consequence, one would like to employ
techniques that both scale up and maintain privacy.
In order to address these two important problems, we propose in this paper a
new technique for computing the k nodes with largest CB . We call it TopGossip,
because it was inspired by the randomized gossip protocols.
TopGossip addresses scalability issues by employing a local centrality measure, called an ego betweenness centrality measure eCB . This centrality measure
applies CB,v,w (u) only for the nodes v, w that are immediate neighbors of u. It
has been shown in [12], that the ego-betweenness centrality measure eCB is in
practice very strongly correlated with the betweenness centrality CB .
Definition 8 (Ego betweenness centrality [12]). Let G = (V, E) be the
underlying graph of an undirected SN, with vertices V and edges E. Then the
ego betweenness centrality eCB (u) of a node u ∈ V is defined as follows:
eCB (u) =

X
v,w∈E(u),v6=w

σ vw (u)
σ vw

(8)

where σvw is the total number of geodesics (shortest paths) between v, w ∈ V ,
u 6= v 6= w, and σvw (u) is the number of such geodesics that pass through node u.
For example, consider the SN and its adjacency matrix in Figure 3. The CD ,
eCB and CB for all nodes are given in Table 1. The table shows that nodes v3
and v4 have the largest centrality. Hence, one may safely conclude that these
nodes are the most important in the SN. Note also that eCB /CB are better
measures than CD , as CD (v1 ) = CD (v2 ) = 3, but their eCB /CB value is 0.
Let us now discuss how to efficiently compute eCB . We use node v4 in
Figure 3 as a running example. The adjacency matrix Adjv4 of v4 (also called

Centrality

v1 v2 v3 v4

Degree CD
eBetweenness eCB
Betweenness CB

v5 v6 v7

3 3 5 5 2 3 3
0 0 5 3.5 1.0 2.0 0.5
0 0 4 3.3 0.3 1 0.3

Table 1. Centrality measures for the sample network in Figure 3.

v1
v2
v3
v4
v6
v7

v1
[0
[1
[1
[1
[0
[0

v2
1
0
1
1
0
0

v3
1
1
0
1
0
1

v4
1
1
1
0
1
1

Adjv4

v6
0
0
0
1
0
1

v7
0]
0]
1]
1]
1]
0]

v1
v2
v3
v4
v6
v7

v1
[1
[0
[0
[0
[1
[1

v2
0
1
0
0
1
1

v3
0
0
1
0
1
0

v4
0
0
0
1
0
0

1 − Adjv4

v6
1
1
1
0
1
0

v7
1]
1]
0]
0]
0]
1]

v1
v2
v3
v4
v6
v7

v1
[3
[2
[2
[2
[1
[2

v2
2
3
2
2
1
2

v3
2
2
4
3
2
1

v4
2
2
3
5
1
2

Adjv24

v6
1
1
2
1
2
1

v7
2]
2]
1]
2]
1]
3]

v1
v2
v3
v4
v6
v7

v1
[3
[0
[0
[0
[1
[2

v2
0
3
0
0
1
2

v3
0
0
4
0
2
0

v4
0
0
0
5
0
0

v6
1
1
2
0
2
0

v7
2]
2]
0]
0]
0]
3]

Adjv24 ◦ (1 − Adjv4 )

Fig. 4. Given the SN in Figure 3, the matrix Adjv4 is the projection of the SN to the
immediate neighborhood of v4 . The matrix 1 − Adjv4 sets to 0 all the direct connections
between nodes (with geodesic 1), and sets to 1 the others (with geodesic 2). The matrix
Adjv24 contains for every entry, the number of paths of length 2 (geodesics) between
every pair of nodes. The Hadamard (pointwise) product Adjv24 ◦ (1 − Adjv4 ), zeroes out
all the noninteresting entries above and below the diagonal of Adjv24 . Since the matrix
is symmetric, one only has to consider the entries above the diagonal. Moreover, since
there is at most one geodesic of length 2 passing through v4 for each pair of nodes, one
has to add the inverses of the entries. Hence eCB (v4 ) = 1 + 1 + 1/2 + 1/2 + 1/2 = 3.5.

its ego) is shown in Figure 4. It contains all the nodes of Adj except for node v5
which is not a neighbor of v4 . The neighbors of v4 which are directly connected to
each other have a geodesic (shortest path) of length 1. As a consequence, there is
no geodesic between them that also passes through v4 , as this would have length
2. The other pairs are not directly connected, so they are candidates for eCB (v4 ).
We obtain these candidates in matrix (1 − Adjv4 ), above its main diagonal (since
the matrix is symmetric, we disregard entries below the diagonal).
Matrix (1 − Adjv4 ) serves as a mask, used to getting rid of the uninteresting
entries in matrix Adjv24 . Note that an entry (Adjv24 )ij contains the number of
paths of length two between nodes vi and vj . The masking operation is achieved
through the Hadamard (point wise) product Adjv24 ◦ (1 − Adjv4 ). Since there is
only one path through v4 for each pair of distinct neighbors, one has now to add
the inverses of the nonzero entries above the diagonal in the product matrix,
to get eCB (v4 ) = 1 + 1 + 1/2 + 1/2 + 1/2 = 3.5. The complexity of this operation
for node v4 is O(m3 ) where m = CD (v4 ) + 1, For all nodes in V the complexity
is going to be dominated by the nodes with largest degree CD .
Most companies are interested in the k nodes with largest CB , for small k,
only. This is reasonable, since a node with large CB is more influential than one
with low CB . For example, Samsung was willing to give free Galaxy mobiles
to a few influencers, dissatisfied with their iPhones. Similarly, travel agencies

and hotels give free vacations to the topmost influencers, to boost their ratings,
and so do fashion companies with their products. Transportation/IT companies
are interested in locating the most important bottle-necked junctions/routers in
their transportation/data networks. Finally, community-detection applications
use the nodes with highest CB in order to detect communities [34–36].
Since CB and eCB are strongly correlated in practical applications, one may
approximately determine the k users with largest CB , by determining the k users
with largest eCB . If every user u would send its eCB (u) to the AC, this could
efficiently sort the eCB s in time O(|V | log |V |), and take the top k users. This
approach scales up, but it may jam the AC, when all V users simultaneously send
their eCB to the AC. The approach also addresses part of the privacy concerns
in an SN, as the AC only gets eCB (u), and not the actual friends of user u.
TopGossip addresses the potential jamming of the AC, and introduces additional privacy-preserving measures, by using compressed sensing. This works
intuitively as follows. Each user u is woken up by the AC, computes its own
eCB (u), adds it to a token it got from one of its neighbors v, and passes it
either to another neighbor w, chosen in a random fashion, or to the AC. The
AC then sums up the tokens it got, and creates this way a compressed-sensing
measurement. Note that, a user u does not directly reveal its eCB (u) to the
AC or its neighbor w, and these are not supposed to know it either. However,
by employing sparse optimization techniques, the AC is still able to recover the
top-k most influential users. More details are discussed in the next section.

4

Gossip-Inspired Compressed Sensing

We now discuss TopGossip, our new approach for determining the top-k influencers within a social network (SN), in detail. TopGossip uses the expandergraph transform approach to compressed sensing, as in Section 2. TopGossip is
also inspired by the randomized gossip protocols analyzed in [37].
Intuitively, TopGossip helps the AC to construct a (k, d, )-expander matrix
A of size m × n and a measurement vector y of size n, where d < m, m ∝ k log |V |,
and n = |V |, in a distributed fashion. For this purpose, each user u maintains
a sparse copy Âu and ŷ u . Its goal is to set precisely d = |I| entries Âui,u to one,
and to sum up its eCB (u) to the corresponding entries in ŷiu , for all i ∈ I.
A user u is woken up either by one of its neighbors v in a measurement i, or
by the AC. If u is woken up by v, it first checks if Âu∗,u already has d ones, or if
Âui,u = 1. If this is the case, it ignores v. Otherwise, u receives from v a row Âvi,∗
and ŷiv . It then adds Âui,∗ to Âvi,∗ , sets Âui,u to 1, and adds ŷiu to ŷiv + eCB (u).
The AC wakes up the users uniformly at random, and without replacement,
every time a clock with a Poisson distribution ticks. When u is woken up by
the AC, it may have already participated in I = {i | Âui,u = 1} measurements.
To reduce the communication overhead with the AC, it aims to prolong these
measurements. For each i ∈ I, it first computes the set R = N − U where N is
the set of its neighbors, and U is the set of users that already participated in
measurement i. Then it repeatedly samples uniformly at random one neighbor

w from R and attempts to communicates with it. If R is empty or it had no
success communicating with a neighbor, it adds i to the set O.
Once it has finished with I, it samples uniformly at random and without
replacement d − |I| measurements from the set I = {i | Âui,u = 0}. For each measurement i it first sets Âui,u to 1, and ŷiu to eCB (u). It then repeatedly tries
to communicate with one of its neighbors, uniformly at random. If it does not
succeed, it adds i to the set O. After it has finished the two iteration loops, it
sends to the AC the rows Âui,∗ and measurements ŷiu , for all i ∈ O.
Algorithm 1 TopGossip Algorithm for Compressed Sensing in SN
Input: V, E, k, m, d, 
1: Ân×m×n = 0n×m×n ;
2: ŷn×m = 0n×m ;
3: Om×n = 0m×n ;

Output: x
Measurement matrices, one for each user
Measurement vectors, one for each user
Output matrix, one column for each user

w
4: function free(w,m) {return (Âw
m,w = 0} ∧ |{i | Âi,w = 1}| < d};

5: forall (u ∈ 1 : n : unifAtRandom) {
6:

I

= {i | Âui,u

= 1}; I

= {i | Âui,u

Awake each user u

= 0};

7:
8:
9:
10:
11:

forall (m ∈ I : unifAtRandom) {
Old communications
neigh = E(u) − {v | Âum,v = 1}; w = 0;
forall (x ∈ neigh : unifAtRandom) if (free(x, m)) {w = x; break}; Try
if (neigh = ∅ ∨ w = 0) Om,u = 1;
Failure
u
w
w
u
else {Âw
Success
m,∗ += Âm,∗ ; Âm,w = 1; ŷm += ŷm + eCB (w)}};

12:
13:
14:
15:
16:

forall (m ∈ I : unifAtRandom : d − |I| times) {
New communications
u
neigh = E(u); w = 0; Âum,u = 1; ŷm
= eCB (u);
forall (x ∈ neigh : unifAtRandom) if (free(x, m)) {w = x; break}; Try
if (neigh = ∅ ∨ w = 0) Om,u = 1;
Failure
u
w
w
u
else {Âw
Success
m,∗ += Âm,∗ ; Âm,w = 1; ŷm += ŷm + eCB (w)}}};

17: Am×n = 0m×n ;
18: ym×1 = 0m×1 ;

Measurement matrix of the AC
Measurement vector of the AC

19: forall (m ∈ 1 : m) { out = {i | Om,i = 1};
u
20:
forall (u ∈ out) { Am,∗ += Âum,∗ ; ym += ŷm
}}
21: argmin k x k1 subject to k y − Ax

k22

≤ 

Update A and y
Top-k eCB recovered in x

x

The longer the measurements in Âui,∗ , are, the less are the users communicating
with the AC, and the more are they communicating with each other. However,
the precise communication pattern depends on the structure of the SN.
After the AC has awoken all users in V , it may safely conclude that it has
now received sufficient information to construct A and y. Note that in practice,
each user and the AC may have its own clock with a Poisson distribution, so
that the AC will not necessarily have to awake each user. The AC only needs
to robustly determine when all users have taken their own round. At this point,
the AC adds all rows Âui,∗ and all measurements ŷiu together, and assembles

them into the matrix A and the vector y. It then uses sparse optimization to
approximately recover the sparse vector x from the linear measurement y = A x.
The corresponding pseudo-code is shown in Algorithm 1. For readability, we
use a global array of measurement matrices Â and a global array of measurement
vectors ŷ, where each element of the arrays represent a private copy of a user.
We also replace the communication actions with updates in these arrays. One
can easily infer how this code can be changed to include communications. We
also provide the edges E in addition to V as an input, but E is used only locally
by each user, who is supposed anyway to know his contacts.
The matrix O remembers the “communications” with the AC, and it is used
to construct the measurement matrix A and the measurement vector y. The
AC uses sparse optimization at the end to approximately recover x, with the
LASSO objective function kA x − yk22 ≤  [38]. LASSO is very popular because
it works even in the presence of noise or truncated values in A and y.
Algorithm 1 has the following important properties. First, it results in the biadjacency matrix A of a left-regular bipartite graph B = (V, M, E, d) of degree
d. This cannot be guaranteed in [7], for example, as a vertex v might not be
visited by any of the m random walks, and this would violate d regularity.
Theorem 2 (Regular bipartite graph). Matrix A constructed by Algorithm 1,
is the bi-adjacency matrix of a left-regular bipartite graph B = (V, M, E, d) of
degree d, with V as the vertices in G, and M as the set of measurements.
Proof. By construction, each vertex v ∈ V is selected in exactly d measurements.
Second, our measurement matrix A is consistent with the SN graph structure,
because for each user, we select only its neighbors.
Theorem 3 (Consistency of the graph). Matrix A constructed by Algorithm 1, is consistent with the structure of the underlying graph G of the SN.
Proof. A vertex changes the entries of neighboring vertices, only. Hence, a row
of A may contain several disconnected random walks. This could be problematic
in a directed graph. However, it is not in an undirected connected graph, as the
ends of the disconnected walks, are in fact connected in the graph. It is just
that a particular measurement misses the connecting pieces (paths).
Third, matrix A is not only a d-regular bipartite graph, but it is in fact an
expander graph, for appropriately chosen k and .
Theorem 4 (Expander property). Matrix A constructed by Algorithm 1, is
the bi-adjacency matrix of a (k, d, )-unbalanced bipartite expander graph.
Proof. Given the sparsity factor k of the vector x to be approximated, we can
choose m proportional to k log n, and  as discussed in Section 2.
Fourth, from the expansion property of A, we can immediately prove that A
satisfies the p-restricted isometry property.
Theorem 5 (RIP property). The measurement matrix A constructed by Algorithm 1, satisfies the p-restricted isometry property RIPp,k,δ .

Proof. A corresponds to a (k, d, )-unbalanced bipartite expander graph. Hence
Theorem 1 holds, and therefore A satisfies the RIPp,k,δ , for a small δ.
Fifth, since RIPp,k,δ holds, sparse approximation can be reduced to compressed sensing, which can be solved by linear programming, or by any associated
greedy algorithm, such as the LASSO algorithm [38] we are using.
Theorem 6 (Compressed sensing). The measurement matrix A constructed
by Algorithm 1, reduces sparse approximation to compressed sensing.
Proof. Since the measurement matrix A satisfies RIPp,k,δ , the sparse approximation problem 1, can be solved by compressed sensing as in (4).
Sixth, the time complexity of constructing A by Algorithm 1 is O(d2 |V |). As
a consequence, we are able to compute the top-k CB -influencers in much lower
time than O(|E| |V |), which is required by the exact algorithm of Brandes.
Theorem 7 (Approximate betweenness). The complexity of TopGossip,
our gossip-inspired compressed-sensing algorithm for identifying the top-k influencers in a social network with n users is O(d2 n) time, where d  n.
Proof. The most time consuming part of TopGossip is in constructing A. As
one can see in Algorithm 1, the outer while loop repeats at most n times, and
the inner while loop repeats at most d times. There is also a for loop over the
selected neighbors, which has at most d members. Overall, the time complexity
of constructing the measurement matrix A is O(d2 n), where d  n.

5

Experimental Results

We evaluate the performance of TopGossip in determining the top-k influencers
experimentally, on one synthetic and two real-world networks, respectively. Although we use the local ego-betweenness centrality eCB , our results are compared
to the global betweenness centrality CB . As we will see, we obtain very good
results, which confirms on our examples the correlation between eCB and CB .
Synthetic network. The synthetic network we use is: (1) A scale-free network
(power-law graph) based on the model in [39], with 500 nodes, 2979 links, average
degree of 11.916, and modularity of 0.243, where each node created six links.
Real-world networks. The real-world networks we use are: (2) A Facebooklike social network [40] from an online community for students at the UC Irvine.
This network contains 1899 users that sent and received at least one message,
and the total number of 59835 messages passed over 20296 links among the users.
(3) A part of the twitter network [41], with 3656 nodes and 188712 links.
Precision
=
Recall
=
F-measure =

TruePositives / (TruePositives + FalsePositives)
TruePositives / (TruePositives + FalseNegatives)
2 × (Precision × Recall) / (Precision + Recall)
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Fig. 5. Accuracy of TopGossip (in blue), RW (in green), and CS-TopCent (in red), in
terms of their F-measure, for varying percentage of sparsity, in three different networks:
(left) Facebook, (middle) Twitter, and (right) Barabási-Albert synthetic, scale-free.

Evaluation method. We use precision and recall to evaluate the accuracy of
TopGossip. Intuitively, precision is the number of correctly identified influencers
divided by the number of identified influencers either correctly or incorrectly.
Similarly, recall the number of correctly identified influencers divided by the
number of true influencers either identified or overlooked. We incorporate both
metrics by using the F-measure. Formally, these are defined as follows:
Compared methods. We compare TopGossip with two methods: (1) RW, a
combinatorial, graph-based approach for compressed sensing, recovering k-sparse
graph signals, where each measurement is a random walk in a given graph [7].
(2) CS-TopCent, a combinatorial, graph-based, compressed-sampling approach
for SN, detecting the top-k influencers without prior knowledge of the SN’s
topological structure, and by using indirect measurements, only [42].
Results. Figure 5 depicts the accuracy (in terms of the F-measure) of TopGossip, RW, and CS-TopCent, in identifying the top-k influencers in an SN.
The horizontal axis shows the sparsity level k, and the vertical axis shows the
F-measure of each method for a certain sparsity. As one can see from Figure 5,
TopGossip performs better than RW and TopCent, by having higher F-measure
in all tests. We can also observe that TopGossip works well even on very low
sparsity levels. The results demonstrate the close correlation between the top-k
influencers lists identified by TopGossip and the global betweenness centrality.

6

Conclusions and Outlook

In this paper we have reviewed the recent developments in compressed sensing
and in social networks, and discussed their impact on the cyber physical social
systems, which currently emerge on top of the Internet of things.
We have also introduced TopGossip, a new, on-the-fly, compressed sensing
algorithm, that extracts the top-k influencers in an SN. TopGossip only uses
local information and only has complexity O(d2 n), where n is the number of
nodes in the SN, d < m corresponds to the sparsity k, and m  n is the number
measurements. We demonstrated the accuracy of TopGossip on three classic
examples from the SN community: Facebook, Twitter and Barabási-Albert.
In future work we would like the apply the compressed sensing approach to
both the social and cyber-physical parts of a cyber physical social system and ex-

ploit the synergies between the two. A cyber-physical-social-systems application
that looks very promising in this respect is smart mobility.
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